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Sl The Need for Speed

Speed and Latency are important
criteria for Gen Al Developers —
Artificial Analysis

Building Agents Requires Many
Models and Faster Real -Time
Inference
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Fast Tokens
The faster, the better
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SambaNova Cloud

The Fastest Al Inference on the Best Model



The Fastest Inference on Llama 3.1 405B
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S)IT 405B is the Best Open-Source Model
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Output Speed: Llama 3.1 405B on SambaNova vs. Frontier Models

Output Tokens per Second; Higher is better; 1,000 Input Tokens

/\ Artificial Analysis

SambaNova:
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Faster On All Scales

10X Faster Than GPUs

SambaNova RDUs Nvidia GPUs

Llama 3.1 8B 16-bit 1066 03
Llama 3.1 70B 16-bit 570 32
Llama 3.1 405B 16 - bit 132 14

Tokens/Second/User




4 -

No Number of GPUs Can
Achieve RDU Performance
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Models Deployment at Scale

Traditional GPU Systems SmSombaNova@
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Individual model endpoints All models in memory
(Super low latency model switching)
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SN40L: The Best Chip Designed for Al

“Cerulean” Architecture -based Reconfigurable Dataflow Unit

5nmTSMC @ sambaNovar @ 3-tier Dataflow Memory

O 520 MB
On-Chip Memory

102B Transistors ‘

1,040 RDU Cores 64 GB

High Bandwidth Memory

1.5TB

638 TFLOPS (bf16) ‘ _ _
High Capacity Memory

Sl|sambaNovar



SambaNova’s LLM optimized RDU

3-tier Memory System with SRAM, HBM, and DDR

On-Chip SRAM Dataflow enabled by
[8 GB, PBs per sec] large On - Chip Memory
High throughput
inference with 25.6 TB/s
caching

RDU High Bandwidth
Memory [1 TB] Low Latency

Model Switching
(E.g., < 0.01s for llama3.1 8B)

1600 GB/s

RDU High Capacity DDR

Memory [24 TB]
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The Spatial Dataflow Advantages on RDUs

Automatic kernel fusion eliminates unnecessary 1/O read and write
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Results ﬁ?,:gh? Results &"':Sr? Results \mh% Results H"'Sr‘?'

LTI i 1
136 GB 136 GB 136 GB 136 GB

GPU: kernel -by-kernel execution

Bottlenecked by memory bandwidth RDU: Spatial Execution
(544 GB size of intermediate representations have to be written Eliminates memory traffic and overhead
out and read back in) (Zero Intermediate representation needs to be written out)
SambaNovaor
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Hardware Configuration to run 70B

9roq
T 8 usable
nodes per
B rack (1
U n rlvaled l spare)
C h i p 8 LPU
chips per (@erebras
E ffi Ci e n Cy ! rack node 4 racks
8 trays
per rack
1 WSE
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The Only Enterprise
Platform that Scales in @ =
the Cloud or On Prem

SambaNova
‘ Cloud Enterprise

SambaNova

Cloud Developer
SambaNova (coming soon)
Cloud Free
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Start Building Today
cloud.sambanova.ai
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Workshop: Get Started Developing on the Fastest Al Platform

Dive Deeper into SambaNova
with our 1 -hour workshop
September 11th

Vasanth Mohan
Director Technical
Product Marketing &
Developer Relations

* Learn about how speed
enables Agentic Alapplications
* Getsetup on the SambaNova

Cloud Varun Krishna
* Build your first Hello World Sr Principal Al Engineer
application

* Quicky setup Enterprise RAG
search with our Al Starter Kits

SlisambaNovar 1



QUESTIONS?
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